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ABSTRACT

We present a system that is based on the non-negative
matrix factorisation (NMF) algorithm and is able to tran-
scribe drum onset events in polyphonic music. The mag-
nitude spectrogram representation of the input music is di-
vided by the NMF algorithm into source spectra and corre-
sponding time-varying gains. Each of these source com-
ponents is classified as a drum instrument or non-drum
sound and a peak-picking algorithm determines the onset
times.

1 INTRODUCTION

The transcription of percussive instruments in music sig-
nals is an important step to analyzing its rhythmical con-
tent, which is useful in genre classification or beat/meter
detection. The detection of drum occurrences is a less dif-
ficult task than the transcription of harmonic instruments
because percussive instruments in general stay constant in
pitch throughout the recording. In the case of pure percus-
sive music different approaches give reasonably accurate
results [4], but if pitched instruments are also present in
the signal, the task becomes very difficult because they
disturb the transcription process. There are two different
approaches to the problem that appear in literature: (i) On-
set detection based systems [5] first search the input sig-
nal for potential drum onsets and then classify them. (ii)
Separation based systems [6, 3] first use source separation
methods like Independent Subspace Analysis, Prior Sub-
space Analysis or NMF to divide the input audio signal
into source signals and then use some sort of peak-picking
algorithm to find relevant onsets. Our system can be seen
as an extension of the work presented by Helen and Virta-
nen [3] who classified the source signals obtained by the
NMF algorithm into drum and non-drum signals in order
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to extract the drum-only signal from the mixture via re-
synthesis. We, however, not only try to detect the drum
sources but also classify them into single drum instru-
ments.

2 METHOD

The magnitude spectrogram X is computed using a han-
ning window of size 4096 samples (93 ms) and 75 % over-
lap. It is therefore a matrix of size f × t (resolution in
the frequency domain × number of frames). One short-
time spectrum vector at frame t is modelled as a sum of c
components, each having a constant spectrum S and time-
varying gain A(t). This can be written as X ≈ SA. S
is a matrix of size f × c and A is a matrix of size c × t.
The components are estimated using the NMF algorithm
in [3].

The spectra and the gains obtained in the NMF decom-
position are used as input to the feature extraction pro-
cess. All the features we considered are listed in Table
1. The spectral features are computed from the source
spectra S(f) and the temporal features are computed from
the time-varying gains A(t). Most of those features are
commonly used in pattern recognition (for details see [5]).
Noise-likeness and percussiveness [6] measure the rough-
ness of the spectrum and the sharpness of attacks in the
gain, respectively. Peak time and peak fluctuation are the
median and the interquartile range of the durations of the
peaks (A(t) ≥ 0.2 max A(t)) in the gain. Periodicity [2]
measures the correlation of the time-shifted signal. In or-
der to preserve the temporal information, not present in
the 10 MFCCs calculated on the source spectrum (which
corresponds to 1 frame), we add dynamic MFCCs and
∆MFCCs which are calculated from the magnitude spec-
trogram (S · Apeak) of the most prominent peak in the
time-varying gain. Their means and standard deviations
are used as features.

For classification we use a simple one-nearest-neighbor
algorithm that works with the scale-invariant mahalanobis-
distance. To train our classifier we use 22 polyphonic mu-
sic excerpts from recordings of different music styles of
variable length (5 or 10 seconds) that are divided into 15–
25 components by the NMF algorithm. These music ex-



spectral features temporal features
spectral centroid temporal centroid
spectral kurtosis temporal kurtosis
spectral skewness temporal skewness
spectral rolloff crest factor
spectral flatness peak time
spectral contrast peak fluctuation
noise likeness percussiveness
standard deviation periodicity
10 MFCCs
20 dynamic MFCCs (mean+std)
20 dynamic ∆MFCCs (mean+std)

Table 1. Overview of all features considered in the classi-
fication process.

cerpts have no overlap with the test data used for evalu-
ation. All of these components are hand-labelled by lis-
tening to them after re-synthesis. The feature extraction
is carried out on those components, resulting in 415 fea-
ture vectors, distributed as follows: 32 bass drum (BD), 56
snare drum (SD), 34 hihat (HH), 293 non drum (ND). The
distribution of the different classes is approximately the
same as in the test data. Initial experiments showed that
this method outperforms the training based on recordings
of isolated drum sounds.

All time-varying gains of drum instruments are fed into
the peak picking algorithm. We used a slightly modified
version of the one presented in [1].

3 EVALUATION AND DISCUSSION

The proposed system has been evaluated on a song of 1
minute length, which has been divided into 5 second ex-
cerpts. The data set contains a total of 260 onsets, which
are distributed as follows: 89 BD, 55 SD, 116 HH. It is a
recording of contemporary jazz music played by drums,
keyboards and a bass guitar. The NMF algorithm was
carried out using 15 components (c = 15). The tran-
scribed onsets ot have been compared to the reference on-
sets or using the procedure proposed in [4]. Precision rate
Rp = (T − fp)/T , recall rate Rr = (R− tn)/R and in-
strument hit rate Rh = 1−(fp+tn)/R where fp . . . false
positives, tn . . . true negatives, T . . . transcribed events
and R . . . reference events, are computed. Results are
given in Table 2. The obtained results only serve as illus-
tration of the system’s capabilities since they have been
computed using only one reference song. Whereas BD
events are transcribed very satisfactory, the recognition of
SD and HH events is less than optimal. Paulus and Virta-
nen [4] achieve an average Rh of 96% with their method
transcribing drum-only music, so only our result on the
BD transcription is acceptable considering the difference
in difficulty.

It seems save to say that it is very difficult, even for ad-
vanced listeners, to separate the proposed classes properly.
However, there seems to be room for improvements in our

BD SD HH mean
Rp% 89.47 36.71 34.00 53.39
Rr% 86.52 43.64 12.93 47.69
Rh% 75.28 −47.27 −15.52 4.16

Table 2. Results of processing one song of 60 sec length.

system: (i) More excerpts for training data of variable
playing styles and employing more powerful classifiers
(e.g. SVMs) should definitely warrant an improvement.
(ii) Misclassification of a component has a big impact on
the overall accuracy since all the events it contains will
be misclassified. Classifying individual onsets instead of
components might reduce this impact. (iii) The NMF al-
gorithm decomposes the magnitude spectrogram into con-
stant source spectra that vary in gain over time, this is why
it is so suitable for representing percussive instruments,
because their spectrum doesn’t change over time. The
problem is that if pitched instruments are present in the
mix, each note played is modelled as one component, re-
sulting in a huge number of components. When too lit-
tle components are chosen (as it is very often the case
because of performance issues), pitched instruments are
likely to be mixed within the components. While anno-
tating the training data we found out that HH events are
most likely to be affected by this phenomenon. HH events
are the most frequent of the drum events in our evaluation
song (44.62 %). That is why component number estima-
tion would surely provide a major improvement.
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